
 

Stories, behind data 

Data & AI Applications in Real-Time  
A gentle introduction to Forcive 

 

Stories, behind Data 
Contemporary business firms are facing a vast, and perhaps, 
unprecedented challenge demanding to stay continuously ahead of the 
rapidly evolving expectations of consumers.  
 
Today it is the right moment to make a move using the giant volume of 
data produced every day during interaction with users and operational 
processes. Delighting customers during their journeys, with smarter 
interactions balanced by human personalisation and technological 
solutions, it is imperative now.  
 
Streams of data captured from sensors, devices, applications and 
databases fuel the engine of artificial intelligence (AI) and algorithms, to 
give users the right shade of personalisation during journeys. This result 
can be achieved having the correct visibility of their past experiences while 
detecting their key behaviours and preferences. Now, it is possible to 
understand stories, behind data. 
 
Unfortunately, having just data it’s not enough to get to end-to-end 
solution in the short-term. Too often such projects require huge effort to 
integrate all the required components in a single reliable process.    

 
Forcive is the innovative end-to-end big data platform that helps contemporary firms to innovate their customer-centric 
and operational processes, thanks to an array of end-to-end functions and components to capture, prepare, store, and 
compute algorithms on data, in real-time. With Forcive a production-grade data-driven solution can be made ready in 
weeks.  

QUICK TAKES 
  

End-to-end solutions can 
positively influence any business, 
using data generated during 
interactions. 
 
Data and AI algorithms are crucial 
for generating more revenues, if 
data are processed along the 
entire “data loop”. 
 
Key aspects for tackling the data 
loop complexities are: real-time 
processing and full-scalability. 
 
Simplification of the architecture 
deployment and management is 
imperative. 
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Power to tackle the Data Loop 
Data is generated at fast pace beside digital or physical 
places, where “interesting things” happen. We think of 
it as battlefield made of user interactions, consumption 
of services and execution of operational processes. 
Forcive monitors and captures any data generated by 
any source like POS devices, smartphones, sensors, 

outdoor and indoor positioning systems, biometric 
cameras, portable weather stations etc. It is now 
possible to disclose a plenty of occasions to track and 
sense the user behaviours “on time”, by collecting the 
data generated.  

 

 
 
Sensing data is just the beginning of this story. 
Afterwards, the need is to make the data practically 
viable to enact better interactions, experiences or 
optimisations. Data flow along a pathway thanks to the 
possibility to move large datasets between local and 
remote systems and to process such datasets with 
different purposes along the way. Finally, the “data 
loop” can be closed by promoting feedback actions that 
can be activated on any kind of actuator device 
alongside the “battlefield”. Forcive plays with data on 
time. This logic poses a crucial timing constraint on the 

data value chain execution, with the necessity to 
streamline data processing capabilities that need also 
to be extremely fast and scalable. Handling the data 
loop requires to: capture edge data, process data 
locally to compact throughputs, process data preparing 
them in the right formats, store them in a central 
repository, execute algorithms and computations, and 
finally, support decisions whether to enable some “on-
time” feedback to the user while he is at the touch 
point.  

 

 

Be aware of obstacles along the way 
A multitude of software is emerging in the market for 
achieving such purpose. In many cases we observed, 
such software products tend to perform well with the 
analysis, preparation and reporting of datasets 
prepared statically, with small-to-medium dimensions, 
that can be processed only in a batch fashion. Similarly, 
there is an entire offering of more robust platforms, 
where different open source components are installed 
and loosely integrated. This approach typically requires 
an important effort for real components integration, 
while widens the set of the skills necessary.  

On the contrary, Forcive processes data natively in 
streaming mode and permitting to smoothly pass from 
the “data exploration” stage to the “production” stage, 
within the same operational context and environment. 
 
After the datasets have been analyzed, explored, and 
the data pipeline has been created and tested, then 
comes the moment to create a scalable IT 
infrastructure to properly satisfy the requirements to 
execute it with a production-grade system. 
Undoubtedly this is still one of the biggest challenges 
for organisations since it requires complex 
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deployments and ad-hoc integrations of different and 
separate vendor technologies to cover all the phases of 
the data loop.  
 
Forcive overcomes this problem, since all the 
architectural components and complexities necessary 
to run a data pipeline, and to scale it out dynamically, 
are completely managed through a self-provisioning 
and deployment technology incorporated in the 
platform stack.  
 
How many technical skills and competencies should be 
nurtured, in a firm, to deliver similar data-driven 
solutions? That is one of the most debated points 

today, and is evident from analysts’ reports, that hiring 
the right person with the technological skills required is 
more than challenging for medium and even large 
companies. Forcive gives the opportunity to have in 
one single platform all the functional tools and the 
required architectural components to address the 
whole data loop. That, in turn, can reduce the project 
implementation complexity, and the necessity to 
nurture hyper-specialized technical talents in-house.  
 
This way with Forcive businesses can be more 
concentrated on working on data and algorithms than 
struggling with infrastructure and IT.  
 

 

Perfect Balance between User Expectations and Financials 
The Forcive platform is forged to establish a balance between the urgency to understand and interact better with 
users and consumers (stories), while improving the financial fundamentals, that now can be boosted creating 
solutions based on data and AI, to increase the customer lifecycle value, and introducing operational optimizations. 

 

 
 
Stories, Behind Data 
Data generated at user touchpoints and across 
operational processes, are often redundant, messy and 
confusing. Only if accurately processed and cleansed, 
they can be used to extrapolate valuable behavioural 
patterns about guests, while staying at your premises. 
That can help to predict the possible sequences of 
guest activities along with their journey, i.e. stories. 
 
The Data Loop is in Real Time 
In our vision, data is a synonym of value only if in 
movement, and fast. Forcive technology stack plays 
natively with live data streams, in real-time, with any 
volume and from whatever source. So it is easy to 
capture, prepare, store, aggregate and use your 
preferred AI and Machine Learning algorithm to 
prompt intelligent suggestions, offers and promotions 
for your guests. 
 

 

Guest Lifetime Value 
We see a huge opportunity for enforcing the 
sustainability of the Hospitality businesses! The better 
understanding of individuals’ pattern of activities and 
preferences is a superior value, that today, can over-
exceed the performances of any traditional loyalty 
program, and augment the returning rate of your 
guests, while expanding their spend through enjoyable 
interactions. 
 
Design-to-production cycle in weeks 
Forcive data platform fights the well-known 
complexities arising when implementing large and 
custom real-time data and AI system. With our 
technology, an end to end solution can be 
implemented in a few weeks, and deployed into your 
production environment (wherever it is located), 
thanks to a self-provisioning engine that can deploy 
and scale-out any back-end components that are 
required to manage safely any workload. 

  

Production-ready in weeks

Stories, behind data Data Loop works Real-Time

Customer Lifetime Value



 
A GENTLE INTRODUCTION TO FORCIVE 

4 | P a g e  
 

Forcive platform components 
Forcive data platform encompass an entire arsenal of 
functions, with the related components, that are vital 
to deal with the processing of data along the entire 
loop, in short: capture (DataShield), preparation and 
mobilization (DataShield), persistence (VirtualStore), 
multidimensional aggregation (VirtualStore) and 
compute (DataShield - AI). Any data, in whatever form 

it is, whether stored in datasets, multidimensional 
hypecubes, or generated by AI algorithms, can be used 
to feed visual interactive data-driven applications 
within the VeeKube web application framework. The 
logical architecture of components is depicted in the 
picture below. 

 
Forcive includes an extended functional set through 
the use of web user interfaces, and programming 
interfaces (API with SDK) to exploit extended flexibility 
necessary to create data pipelines and implement the 
required transformations at ease. But it can also be 
extended to accommodate over-sophisticated 
scenarios. 
 
The software includes also a full set of built-in 
connectors to read from and to write to external data 
source, including any RDBMS database, NoSQL 

databases, event-based sensors using the MQTT 
protocol, Hadoop HDFS data lakes, file streaming (csv, 
JSON, Avro, Parquet and XML), and many others. 
 
The data streams are processed along a virtual pipeline 
manage that interconnects and orchestrates all the 
underlying components of the architecture. All the 
processing components adhere to a non-blocking 
paradigm that makes the platform ideal to process data 
in real-time.  
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Six reasons why: it is engineered for productivity! 
Hereafter we report the six reasons why Forcive supports businesses, to transform their operational processes. In 
short, it is engineered for productivity. 
 

1 
It’s Your 
Data 
Arsenal 

Forcive incorporates functions and components for simplifying all the hard tasks 
related to the streaming of data and their processing, in real time. The DataStudio is 
our web authoring tool, that guarantees a centralized access and control for the 
design and the execution of any data application, through the concept of pipelines. 
With Forcive it is extremely easy to define how your live data streams can be 
blended, windowed, synchronized or processed. It includes a complete workbench 
to define and run recipes on live data; a powerful toolset for preparing, wrangling 
and filtering or aggregating data from any stream and dataset. Moreover, the 
platforms has an integrated tool to execute any AI algorithm, that data scientists 
can program using Python, Java,Scala or R. The functional set includes also all the 
capabilities to define datasets to store and retrieve data on our scalable database 
(VirtualStore) and can be used also to create hypercubes, in just minutes. All that 
power to play with your data can be disclosed to users through VeeKube, a web 
application framework where data-driven, interactive applications can be composed 
fastly with dashboards and data widgets, but also can be extended through a plugin 
mechanism, and a workflow component that allows for notifications and integration 
with external systems. 

   

2 

Data 
Streaming 
and 
Processing 

 

Forcive behaves entirely as a real-time platform to support the processing of data. 
Hence all the underlying components are designed to minimize latency during each 
stage of the data flow. Key principles adopted for the platform design are: 
 

 Event-based capture of raw data from the external sources. 

 Data pipelines are executed on a streaming, message-based architecture. 

 Preparation jobs work in line with the data flows and are based on custom 
consumer/producer components integrated into an integrated architecture. 

 The big data database server (VirtualStore) works with fast writes and reads, 
and offers a communication stack based on reactive message streams. 

 The OLAP hypercube engine runs a pre-emptive aggregation of time series 
datasets, enabling slice & dice or drill-downs operations on large models, that 
can be navigated in milliseconds. 

 
All the underlying mechanisms and communications among the components of the 
architecture work continuously and smoothly, all the time, in order to process data 
as they are generated at the source, so achieving greater utilization of the 
infrastructure capacity.   

  

3 
 
Scalability 

Each component involved into the architecture can scale out horizontally to 
accommodate extremely large datasets and support a growing number of 
transactions. The key scalability schemes adopted into the architectural design are: 
 

 The capture process is implemented with a cluster of “consumer nodes”, that 
drain data incrementally from the sources.  

 The pipeline engine scales out, on each of the server nodes involved: topics, 
consumer and producers.  

 The preparation phase is, similarly, integrated into this picture through 
dedicated consumer/producer components, that can scale horizontally. 

 The big data database (VirtualStore) server nodes can scale horizontally thanks 
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to the router component, and also, adopt any capability of underlying NoSQL 
databases, to partition and replicate the datasets.  

 The OLAP Hypercube Engine can scale horizontally through a time-based 
partitioning for on the input time series that guarantees the possibility to 
manage extremely wide datasets (up to petabytes) typical of the real-time 
processing scenarios. 

  

4 

Seamlessly 
integrate 
multiple 
middleware 
components 

Our main R&D effort is to create simplified and productive interfaces for users, and 
all the server-side technology for orchestration of the pipeline, the extensibility, the 
federation of different databases, and the self-provisioning. The VirtualStore is our 
scalable database that can store, read and query any data, through a single 
interface (based on a rich API and a SQL-compliant driver), that can federate and 
integrate existing storage management systems based on modern databases like 
(among the others) MongoDB, Cassandra, ScyllaDB, Hive, Spark SQL, Redis and 
Druid. Similarly, the DataShield provides a whole set of high-end user functions and 
server-side components, to manage (and hide) underlying low-level technologies 
like Kafka, Docker, Spark to mention the more relevant. 
The guiding principle is to have functions and management interfaces made to 
boost the productivity of users, while decoupling and deeply integrate any 
middleware technology present in the back-end.  

  

5 
 
Self 
provisioning 

Deploying a scalable, production-grade data-driven solution, whose architecture 
interconnects diverse middleware components, brings well-known implementation 
and management complexities that might hinder the success of the project.  
 
For this reason, Forcive embeds an innovative technology to automatically provision 
any of its component (Datashield, VirtualStore and Veekube. Even more important 
Forcive automatically self-provides any needed component to run every single 
pipeline in a different separated environment. This mechanism relies on container-
based virtualization (Docker) and adopts a logic to deploy and scale horizontally the 
data-driven solution up to very large production-grade infrastructures, that can be 
hosted beside the customer premises, in the public cloud, or in a hybrid model. 

  

6 

 

AI onboard 
 

The capacity to elaborate any data acquired from external sources, or accumulated 
into the VirtualStore, to distil predictive or prescriptive insights related to 
behaviours of users or of operational processes, is one of the most crucial elements 
of any modern intelligent data platform.  

 Forcive incorporates a set of functions to load and run in a parallel and scalable 
environment whatever AI algorithm, including machine learning, deep learning and 
reinforcement learning that can be executed as a specific job within a pipeline, in 
real time or in batch mode. The logic of execution of the algorithm is completely 
aligned to the logic of the pipeline, and in consequence, adheres to its self-
deployment capability. Moreover, we are committed to create more and more, out 
of the box, pre-configured modules to simplify the dealing with advanced (no non-
sense) techniques to work with suggestions and recommendations, to extract and 
predict sequences of activities, and to enable schemes for gamification. 
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A case solution for Hospitality 
Every day the Hospitality industry relentlessly reinvents 
itself to stay ahead of the guest expectations and to 
displace the pressure from online incumbents. The rush 
for delighting customers while staying, with smarter 
interactions balanced by human personalisation and 
technological solutions, it is now imperative. 
 
Also for these reasons, the service model of the 
hospitality sector is shifting more and more to an 
integrated hub. Chances for creating amazing journeys 
for guests are countless but they can succeed only if 
orchestrated with the right understanding of the 
customer preferences and with the right timing. 
 
With Forcive we helped hospitality managers to build 
an innovative data-driven solution that helps to create 
more engaging interactions with their guests, 
increasing the likelihood to return and even expanding 
their spend into a focused manner. This solution 
surpasses the logic of the traditional loyalty programs, 
now completely inadequate to enforce the quality of 
service perceived by the guest during the stay. In fact, 
just assigning the program points, and posting emails 
with untailored proposals makes no sense for the 
creation of future revenue streams as well guest 
retention. 
 

 
 
It has been possible to establish a continuous and more 
fluid rewarding model, adherent to guests’ personal 
preferences, capable to improve the retention the 
most valuable customers from the very first day they 
show up. 
 
We extract raw data to intercept guests’ preferences 
and behaviours creating a compact profile embedding. 
Guest data can be related to factual and demographic 
data, interaction and transaction data, and contextual 
data. 
 

 
 

Forcive uses different connectors to retrieve, in real-
time, data from Point Of Sale (POS), Property 
Management System (PMS), restaurant table 
reservation and customer service systems, that feed a 
set of pipelines to render a single view of the customer 
behaviours and specific interests. Such process enables 
the possibility to fuel a real-time system that vehicles 
suggestions, promotions and rewards to guests, 
embracing advanced machine learning algorithms to 
trace and predict customer behavior and expectations, 
executed on the DataShield. 
 

 
 
The data streams are collected and persisted into the 
VirtualStore. So in turn, they can be translated into a 
set of multidimensional models, allowing the 
organisation of the hotel and managers, to have the full 
understanding of their guests, moving around the 
different premises, available and updated always in real 
time.  
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Forcive is a software product created by EpyDoc Ltd. 
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